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The NCI Genomic Data Commons
The National Cancer Institute (NCI) Genomic Data Commons (GDC) contains more than 2.9 petabytes of
genomic and associated clinical data from more than 60 NCI-funded and other contributed cancer genomics
research projects. The GDC consists of five applications over a common data model and a common application
programming interface.
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he NCI GDC provides access to
genomic and associated clinical
data from NCI-funded and other
contributed research projects. More than
just a data repository, the GDC harmonizes
submitted clinical and genomic data,
providing users with a rich resource for
comparing data and results across different
projects. For the first time, these datasets
have been harmonized by using a common
set of bioinformatics pipelines, so that the
data can be directly compared. The GDC
currently contains more than 2.9 petabytes
(PB) of data from more than 60 projects, and
it serves more than 50,000 unique users each
month (Table 1). GDC data users include
individual researchers, large institutions and
application developers.
A central goal of the GDC is to make
the data widely available to the community
and to lower the barriers for analyzing
complex genomic datasets. Previously,
only researchers with a large storage and
computing infrastructure could participate
in the analysis and interpretation of these
results. By harmonizing and distributing
derived data files, we are putting the results
into the hands of a much larger community
of researchers than ever before. Here, we
discuss some of these efforts and outline
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many of the conventions and methods that
we have used to distribute the data.
The GDC is designed to support not
only browsing and downloading data, but
also Application Programming Interface
(API)-based access to the data by anyone
who wants to build an application or system
by using data from the GDC.
It is important to distinguish the GDC
from other laudable efforts in cancer data
sharing. The GDC is committed to the
curation and analysis of primary sequencing
data and not just the derived results from
particular analytic methods. This important
distinction enables the GDC and its research
community to incrementally improve
methods for calling cancer mutations,
copy number alterations, genomic
rearrangements and mRNA structure. A
second guiding principle of the GDC is that
correlations between genomic variants in
cancer with clinical parameters often reveal
important aspects of cancer pathogenesis
and can be used to guide therapeutic
development. For this reason, the GDC
includes an elaborate data model for rich
annotation of clinical attributes.
The GDC currently makes linked clinical
and genomic cancer data from tens of
thousands of cases available to researchers

to investigate associations between genomic
markers and prognoses or treatment
outcomes. As additional projects are added
to the GDC, the statistical power of the
harmonized data will grow, thus enabling
identification of key genes and trends that
would not previously have been possible in
individual projects and smaller efforts. By
leveraging large datasets in this way, we are
laying the groundwork for the expansion of
precision medicine into cancer treatment.
The GDC is part of a larger data
ecosystem developed by NCI, including
cloud-based computational workspaces,
a proteomic data commons, an imaging
data commons and other resources1.
Other research repositories for cancer
genomics data are described in the
Supplementary Note.
The datasets described herein are
available in the NCI’s Genomic Data
Commons (GDC, https://gdc.cancer.gov/).
The workflows used to create the GDC data
products are available at https://github.com/
NCI-GDC/gdc-workflow-overview.

Role of a cancer commons

By a ‘commons’, we mean a resource
that integrates data with the storage
infrastructure, computing infrastructure,
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Table 1 | Unique visitors per month for different GDC resources
Resource

URL

August 2020

September 2020

October 2020

Data Portal

https://portal.gdc.cancer.gov/

34,130

36,098

37,151

Documentation

https://docs.gdc.cancer.gov/

9,485

10,391

10,492

Home page

https://gdc.cancer.gov/

13,151

14,481

14,588

and web services, applications and
informatics tools required to clean, process,
index, integrate, analyze and share data for
the research community2. The commons
makes the results available to the research
community both through a portal for
interactive access by researchers and
through web services and APIs, so that other
systems can interact with the commons
automatically.
Some key services required for a
commons include indexing of the data with
digital IDs and the presence of sufficient
metadata to make the data findable,
accessible, interoperable and reusable
(sometimes abbreviated as FAIR) by other
researchers3.
Commons for cancer data serve several
important functions. First, they provide a
repository for a critical mass of clinical and
genomic cancer data needed to achieve the
statistical power required to understand
the underlying biological mechanisms in
cancer and to provide supporting evidence
for how best to treat individual patients with
specialized treatments4.
Second, cancer commons provide a
foundation for different applications that
can be built over the APIs provided by
the commons. This is a fundamental shift
from a role as merely a data repository to
a role as a foundation for an ecosystem
of applications that can share common
datasets. For example, the GDC Data
Portal, the GDC Data Submission System,
the GDC Data Analysis, Visualization,
and Exploration (DAVE) tools and the
GDC data harmonization system are all
applications built over the GDC API5. With
these APIs, information about cancer can be
generated automatically by machine-based
querying and automated processing of data
by applications built by any third party, not
just from ad hoc querying by researchers
of databases and manual analysis of the
resulting data.
Third, cancer commons enable cancer
genomic data and the associated clinical
data to be analyzed uniformly by using
common algorithms and pipelines (data
harmonization) and to be reanalyzed as new
algorithms and methods are developed. Data
harmonization can decrease the influence
of the batch effects present when data are
collected by different sites, sequenced by

different sequencing centers or processed
through different pipelines6.
Some cancer commons also preserve
the submitted unaligned sequence data
and the associated quality scores so that as
new alignment algorithms are developed
or new reference genomes are introduced,
the data can be realigned. Similarly, as new
variant algorithms are developed, they can
be used to recall the variants of the data in
the commons. In these and other ways, the
commons support the reanalysis of data as
the cancer research community develops
new algorithms and resources.
Fourth, cancer commons can bring
together and integrate quality and outcomes
data arising in the treatment of patients
with cancer, to help understand what
combinations and sequences of drugs and
other treatment interventions are effective
for patients with specific genotypes and
disease phenotypes. A particular cancer
commons can support one or more
of these roles.

NCI Genomic Data Commons

The NCI GDC was opened to the public
in 2016 after 2 years of development by
the NCI, the University of Chicago, the
Ontario Institute for Cancer Research and
Leidos Biomedical Research. The GDC
is a data commons for cancer genomics
data and associated clinical and imaging
data from NCI-funded projects and
researchers. The GDC is designed to
support NCI-funded research projects as
well as other projects meeting minimum
scale, relevance and quality requirements.
Eventually, the commons may include the
ability to accept genomic data submitted
by patients. All clinical data and many
GDC-generated files are completely
open access. All researchers with access
granted by the Database of Genotypes
and Phenotypes (dbGaP)7 are welcome to
download the raw sequencing data and
other controlled-access data files.
The GDC currently contains more
than 2.9 PB of data from more than 80,000
cases spanning more than 60 projects.
Current data types include whole-genome
sequencing, whole-exome sequencing,
RNA sequencing (RNA-seq), microRNA
sequencing, and methylation, genotyping or
copy number arrays.

The advantages of submitting data
to the GDC include that: (1) they are
processed through the most current
GDC pipelines developed by the cancer
research community, so they are part of
a harmonized integrated dataset; (2) the
data are assigned permanent digital IDs
and metadata according to the principles
of the NIH Commons, so they are findable,
accessible, interoperable and reusable
(FAIR) by other researchers3; (3) they are
permanently archived and available for use
by other research projects and protected
by the security and compliance controls
required for managing controlled access to
public genomic data; (4) as new algorithms
and methods are developed, the data will be
part of any reanalysis of the commons data
that occurs.
In its current format, the GDC serves
as a data source for biomedical clouds8.
Biomedical clouds, such as NCI’s three Cloud
Resources9, enable authorized researchers
to compute over genomic and associated
clinical data in a secure and compliant
fashion by using a centralized resource. The
GDC’s APIs are designed to interoperate
with other systems that manage, analyze
and share cancer-related data, including
other cancer commons, cancer clouds and
knowledgebases. The GDC is itself a cloud
in which the cloud computing resources are
used internally, and over time some of these
systems may also be exposed to be used by
the cancer research community.

GDC policies

The GDC is also an NCI platform for
meeting the needs of the cancer research
community to deposit and share genomic
data, as defined by the NIH and NCI
Genomic Data Sharing Policies (https://osp.
od.nih.gov/scientific-sharing/policies/). As
such, the GDC leverages the NIH dbGaP
data access policy, respecting and enforcing
the patient consent used to collect the
biospecimen and derived data deposited
in the GDC. For this reason, all projects
submitting controlled access data to the
GDC must first register their projects with
the NIH dbGaP system7. In general, unless
any Data Use Limitations are specified as
part of the process in registering a project
with dbGaP, data in the GDC are available
for use by anyone who completes a Data
Nature Genetics | www.nature.com/naturegenetics

comment

Fig. 1 | Screenshot of the GDC DAVE tools. The user has checked the boxes for the brain as the primary site and male as the sex. A visualization of the most
frequently mutated genes is on the left, and a survival plot of the 703 cases with survival data is shown on the right. Additional information about the genes is
shown in the table below.

Use Certificate that is approved by the
appropriate Data Access Committee for
the project.
Developing and operating data commons
for genomics data are expensive because of
the large amount of data and the number of
different experimental platforms and data
types supported. However, requiring each
research group to carry out these processes on
its own is even more expensive and limits the
groups that can meaningfully access the data.
The goals of a cancer commons include not
only accelerating the pace of discovery and
improving cancer treatments over time, but
also reducing the overall costs to the research
community of working with the large datasets
produced by next-generation sequencing.

GDC data model

The GDC has developed a graph-based data
model that supports molecular data, clinical
data, image data and biospecimen data. The
model is flexible, and additional properties
may be added as new projects contribute
data. The GDC data model and the GDC
data dictionary that supports it are described
in the Supplementary Note.

GDC Data Portal

The GDC Data Portal and DAVE Tools
allow GDC data to be viewed and explored
by users in a convenient graphical user
interface. The GDC Data Portal is built
upon the same API that has been published
for use by external users. Therefore, all
Nature Genetics | www.nature.com/naturegenetics

portal features described below can also
be performed directly by the API. The
GDC Data Portal consists of four primary
areas: projects, exploration, analysis and
repository.
The ‘projects’ page presents summary
information about each of the individual
projects in the GDC. It provides a quick
snapshot of the different file types in each
project and the top mutated cancer genes
for the selected projects, and it allows users
to perform faceted searches by using the
primary site, disease type, data type and
experimental strategy.
The ‘repository’ is an area where
users can filter and query by projects,
biospecimens, clinical properties or data
associated with files. It returns a list of cases
or files that meet the specified criteria. For
each view, the information display can be
easily filtered by using facets: for example,
by clicking the checkbox for the RNA-seq
facet, which is part of the ‘experimental
strategy’ property, only those projects with
RNA-seq data are displayed. In another
example, clicking the facets for ‘lung
adenocarcinoma’ in the ‘disease type’ box,
restricting to 40 years or higher in the ‘age
at diagnosis’ box and clicking ‘female’ in the
‘gender’ box identifies 263 cases associated
with 7,170 files (Data Release 9.0). Users
can click to generate a file manifest that can
be used with the GDC Data Transfer Tool
(DTT) so that the data can be downloaded.
Alternatively, users can view or edit the

GDC query directly by using the advanced
search feature: cases.demographic.gender
in [“female”] and cases.diagnoses.age_at_
diagnosis >=14610 and cases.disease_type
in [“Lung Adenocarcinoma”].
‘Exploration’ is another area of the GDC
Data Portal that focuses on allowing users
to perform certain prespecified analyses
and queries by genes and mutations, in
addition to clinical and biospecimen
properties. For example, users may filter
by disease type, age at diagnosis and
sex, as described above, but also filter by
protein-coding genes and mutations from
a specific variant caller and a predicted
effect on the protein function. Users can
explore common mutations, survival plots
and lollipop plots showing the locations of
mutations along the gene body.
In the ‘analysis’ area, users can perform
more open-ended analyses than in the
‘exploration’ area. Currently, options are
included for performing set operations and
cohort comparisons. For set operations,
users can easily find groups of cases, genes
or mutations and compare them. For
example, users could determine which genes
have been found to be mutated in both lung
adenocarcinoma and lung squamous cell
carcinoma. For cohort comparisons, users
can compare the attributes of two groups
of patients, such as how people with lung
adenocarcinoma and lung squamous cell
carcinoma differ with respect to sex, vital
status or other clinical metadata.
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Fig. 2 | Overview of how data are submitted, processed and made available to users of the GDC.

Table 2 | GDC documentation
Content area

GDC resource

Overview

https://gdc.cancer.gov/about-gdc

Tutorial videos

https://gdc.cancer.gov/support
https://gdc.cancer.gov/support/gdc-workshops

Data dictionary

https://docs.gdc.cancer.gov/Data_Dictionary/viewer/
https://gdc.cancer.gov/developers/gdc-data-model/
gdc-data-model-components

Submitting data

https://gdc.cancer.gov/submit-data
https://docs.gdc.cancer.gov/Data_Submission_Portal/Users_Guide/
Data_Submission_Overview/

Bioinformatics pipelines https://gdc.cancer.gov/about-data/data-processing/genomic-data-processin
g#Pipelines
https://docs.gdc.cancer.gov/Data/Bioinformatics_Pipelines/
DNA_Seq_Variant_Calling_Pipeline/
https://docs.gdc.cancer.gov/Data/Bioinformatics_Pipelines/
Expression_mRNA_Pipeline/
https://docs.gdc.cancer.gov/Data/Bioinformatics_Pipelines/miRNA_Pipeline/

Most users interact with the GDC
through the GDC Data Portal and the
integrated DAVE Tools. A view of some of
the DAVE tools is provided in Fig. 1, and the
numbers of users visiting the data portal and
DAVE tools, the GDC home page and the
GDC documentation in a typical month are
shown in Table 1.

Submitting data to the GDC

Projects can submit data to the GDC
through the GDC API or the GDC Data
Submission Portal and GDC DTT. Research
groups that regularly submit data or those

submitting large datasets tend to use the
GDC API for submission. An overview
of the GDC data submission process is
provided in Fig. 2. The process of submitting
data to the GDC is described in the
Supplementary Note.

GDC data harmonization

The GDC runs a common set of pipelines
on data that are submitted to the GDC.
These pipelines are also run on the data
that were migrated to the GDC, including
all data from the Cancer Genome Atlas
(TCGA) and Therapeutically Applicable

Research to Generate Effective Treatments
(TARGET). Current GDC pipelines include
next-generation sequencing analysis
pipelines for DNA sequencing (DNA-seq),
mRNA sequencing and microRNA
sequencing, as well as array-based pipelines
for copy number segmentation and
methylation annotation.
For example, the GDC DNA-seq
analysis pipeline identifies somatic variants
within whole-exome sequencing data. It
identifies somatic variants by comparing
variants identified in normal and tumor
sample reads, annotating each mutation
and aggregating mutations from multiple
cases into a Mutation Annotation Format
(MAF) file. DNA-seq pipelines begin
with a reference alignment step followed
by cocleaning, a process to improve the
alignment quality. Then four different
variant-calling pipelines are implemented
separately to identify somatic mutations.
Somatic-caller-identified variants are
further filtered and then annotated. An
aggregation pipeline incorporates variants
from multiple cases from one project into
a MAF file for each pipeline. The DNA-seq
analysis can be summarized with the
following six main procedures: (1) genome
alignment, (2) alignment co-cleaning,
(3) somatic-variant calling, (4) variant
annotation, (5) mutation aggregation
and (6) germline-masking of aggregated
mutations. Additional information about
the other GDC analysis pipelines can be
found in a companion article10 and in the
Supplementary Note.

GDC applications

The GDC itself uses the GDC API as the
basis for the five primary applications that
make up the current version of the GDC:
the GDC Data Portal, GDC DAVE Tools,
the GDC Data Submission Portal, the GDC
DTT and the GDC data harmonization
system. These core GDC applications
do not use system interfaces that are not
shared with the public. In this way, the
GDC is encouraging the development of an
ecosystem of other systems and applications
to share the GDC research data and facilitate
cancer research.
The number of researchers using one or
more of the GDC applications, the amount
of data managed by the GDC, the volume of
data downloads and uploads, and the growth
in the number of programs and projects,
for each month over the past year, are shown
in Fig. 3.
Some of the extensive documentation
available for the GDC, its data model, its
various applications and the bioinformatics
pipelines used to harmonize the data are
provided in Table 2. Approximately 8,000
Nature Genetics | www.nature.com/naturegenetics

comment
GDC daily user statistics

Monthly upload and download

5,000

Download
Upload

3,000

4,000
Data (TB)

Distinct users per day (monthly average)

6,000

3,000

2,000

1,000

2,000
1,000

0
200

Object stores

15

GDC programs and projects

30

20

8
/2
0
10 18
/2
0
01 18
/2
0
04 19
/2
0
07 19
/2
0
10 19
/2
0
01 19
/2
0
04 20
/2
0
07 20
/2
0
10 20
/2
02
0

8

01

07

04

/2

01

01

/2

01
/2
10

0

0
10

/2

02

0
07

/2

02

0
04

/2

02

9
01

/2

02

9
10

/2

01

9
07

/2

01

9

01

04

/2

01

01

/2

01

10

/2

01

07

/2

01

01

/2

04

01

/2

01
/2
10

8

0

8

0

8

10

8

5

7

Number

10

7

Data (PB used)

10
/2
0
01 17
/2
0
04 18
/2
0
07 18
/2
0
10 18
/2
0
01 18
/2
0
04 19
/2
0
07 19
/2
0
10 19
/2
0
01 19
/2
0
04 20
/2
0
07 20
/2
0
10 20
/2
02
0

10
/2
0
01 17
/2
0
04 18
/2
0
07 18
/2
0
10 18
/2
0
01 18
/2
0
04 19
/2
0
07 19
/2
0
10 19
/2
0
01 19
/2
0
04 20
/2
0
07 20
/2
0
10 20
/2
02
0

0

Fig. 3 | Various daily GDC statistics from 1 October 2017 to 30 October 2020. The top-left graph shows the number of distinct users using the GDC per day.
The top-right graph shows the amount of data downloaded per day (blue spikes on the top half of the graph) and the amount of data uploaded per day (red
spikes on the bottom half of the graph). The bottom-left graph shows the amount of object data managed by the GDC. The bottom-right graph shows the
number of programs and projects that have contributed data to the GDC. In this graph, TCGA is counted as one program.

researchers access the GDC documentation
each month (Table 1).

Future directions

In the future, as data sharing grows, the
GDC and similar commons that participate
in the sharing of cancer genomics data
have a critical role to play. First, as genomic
data commons accumulate additional
cases, identifying hotspots and other
signals in cancer genomic data will become
increasingly easy11. This information
should aid in identifying oncogenes versus
passenger genes and, more generally, in
decreasing the dimensionality of the search
space for identifying interesting structures in
cancer genomics data.
Second, genomic data commons will
provide the data-sharing infrastructure to
Nature Genetics | www.nature.com/naturegenetics

inform clinical studies that focus on a single
person, known as n-of-1 clinical trials,
and to provide data allowing clinical trials
to use genomic stratification to improve
understanding of adverse events12.
Further in the future, genomic data
commons can begin to integrate results from
the literature. Cancer genomic commons can
also interoperate with strength-of-evidence
databases, which are expected to become
an important component in how precision
medicine is used to treat individual patients
before the strength of evidence is sufficient
to inform regulatory decisions that change
the labels of cancer drugs.
Finally, over time, broader changes
may affect who contributes data to cancer
commons. As patients assert their rights to
their medical data, their data can be used to

guide their medical treatment by providers,
and patients may also choose to contribute
their data in a de-identified fashion to secure
cancer commons. Such direct-to-patient
efforts (for example, those in ref. 13) enlist
cancer patients as research collaborators to
fuel discoveries and inform treatment of
other patients through the combined strength
of genomic and clinical evidence.
❐
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