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ABSTRACT 
Data quality is a critical issue for the success of data-driven 

enterprises.  The challenge for these enterprises is to provide 
accurate data inputs, correct codings, and accurate processing so 
that resulting data products are correct, accurate, and timely.  
Although one might think that the digitization of business and 
government would lead to better data, if anything, the reverse 
appears to be true.  In our experience business data warehouses 
and data marts inevitably contain large amounts of poor quality 
data.  Thus there is a need for better tools to help analysts identify 
and fix data quality problems.  To meet this need we have created 
a data quality visualization tool called DaVis (Data Quality 
Visualizer).  DaVis uses a tabular reduced visual representation to 
show a dataset, highlights inaccuracies and invalid data, and 
shows difference between versions of a dataset.  Our experience 
in using DaVis on several consulting projects is that data quality 
visualization is quite useful in practice and that applying 
visualization techniques to address data quality problems is a 
fruitful research direction. 
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1 INTRODUCTION 
It is common to measure data quality using one or more of the 

following dimensions (Pipino, Lee and Yang, 2002): 
 

• accuracy 
• completeness 
• coherence 
• relevance 
• timeliness 
• accessibility and 
• interpretability  
 

The accuracy of a dataset is the degree to which the 
information correctly describes the phenomena that it was 
designed to measure.  Accuracy involves the correctness and 
precision of the data and includes both sampling and non-
sampling error.   
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An important aspect of accuracy is whether the values of 

attributes in the data set are valid.  For example, if a data field for 
gender is coded using M, F and U, then any other value is invalid.  

The completeness of a dataset involves the degree to which the 
data relevant to a particular application domain is included in the 
dataset.  An incomplete dataset contains missing records, missing 
attributes, missing metadata, or missing schema information. 

The coherence of a dataset involves the degree that it can be 
combined with other data and other information in a broad 
analytic framework in a consistent manner.  As a simple example, 
projects usually involve analyzing multiple versions of a dataset 
and it is common for problems to arise when there are unexpected 
inconsistencies between these versions.  More generally, it is 
difficult for a dataset to be coherent when the data collection 
techniques change and when data definitions change.   

The relevance of a dataset involves the degree to which it meets 
the needs of the data consumer.  How well does the data measure 
the correct attributes that the data consumer wants to measure and 
is the consumer able to make the decision that he or she wishes to 
make?   

The timeliness of a dataset refers to the delay between period to 
which the data pertains and the date that the information becomes 
available.   

The accessibility of statistical information refers to the ease 
with which decision makers can use it.  For example, do the 
decision-makers have knowledge that the data exists?  Are they 
able to access the data?  Can the data be accessed in a secure way 
if it is sensitive data? 

The interpretability of a dataset involves the metadata 
necessary to interpret and utilize the dataset.  Data is interpretable 
if there is sufficient information to use the data to make decisions.   

The goal of this research is to apply information visualization 
techniques toward the data quality problem.  Our idea is that 
making data quality visible will help analysts more quickly find 
and identify data quality problems.  In practice, when we have 
used these techniques, we have found data quality problems that 
would have otherwise remain undetected for some time in the 
project. 

The first part of this long-term research project, which we 
present in this paper, involves developing a new visualization 
technique and software tool embodying the technique for 
displaying the accuracy, completeness, and coherence of a 
dataset.  These are perhaps the three most important of the seven 
dimensions described above. Our software tool is called DaVis, 
which stands for Data Quality Visualizer.   

DaVis is designed to provide quick visual answers to the 
following three questions: 

1. Does the data set contain duplicate or invalid values? 
2. Does the data set contain missing values? 
3. What are the differences between two versions of a data 

set? 
The first questions addresses accuracy, the second completeness, 
and the third coherence. 

We believe that this project is interesting for three reasons. 
First, we are not aware of any research projects aimed specifically 
at developing information visualization techniques for data 



quality.  We believe that this area is under researched and has 
great potential.  We addressed the third question above by 
developing a program for visualizing representing the difference 
or diff between two data sets.   It is somewhat surprising, but we 
are not aware of any previous work on a diff program that 
specifically targets data in this way.  This fills an obvious need. 
Third, we have experimented with our techniques on some of our 
consulting projects and found them to be very useful in practice.   

In the remainder of the paper we will introduce our technique 
(Section 2), apply it to showing incomplete and invalid data 
(Section 3), use it to compare versions of a single dataset (Section 
4), and illustrate it with a real example (Section 5).  In Section 6 
we briefly describe the implementation of DaVis.  Section 7 
describes related work and Section 8 is the conclusion.  

2 VISUALIZING A SINGLE DATASET 
The motivation for developing DaVis comes from our 

experience as practicing data analysts.  As data analysts, we are 
often involved in projects where we are given new, unfamiliar 
datasets that we are asked to analyze.  In other situations, we deal 
with multiple versions of a single dataset that are generated with 
various extracts from a data mart or data warehouse.  Inevitably 
the analyses are done under time and budget pressure. 

The first and usually most time-consuming aspect of any 
analysis is an exploration of the data that involves assessing the 
quality of the dataset, cleaning it as necessary, and preparing it for 
processing by statistical modeling packages.  The tasks in this step 
involve: 

 
• Understanding the gross structure of the datasets, e.g. 

how many columns, how many rows, etc.  How big is 
the dataset, how many rows, how many attributes, 
how is the data organized, etc? 

 
• Internalizing the dataset attributes (columns), e.g. 

what type of data is in each column? Is it categorical, 
quantitative, and ordinal, etc?  What are the most 
frequent values?   

 
• Discovering relationships among the attributes and 

structure within the table, e.g. how are the columns 
related?  Are there duplications among the columns, 
implicit relationships, and implicit structure within 
the table? 

 
• Finding invalid and missing values, e.g. in our 

consulting experience nearly every dataset we deal 
with contains invalid and missing values.  Invalid 
values occur when items are miss-keyed, when data is 
carelessly entered, or when data is inconsistently 
collected.  Missing values occur when data attributes 
are dropped as part of the data extraction process, 
important fields are ignored and not populated by data 
entry clerks, or when data tables are expanded as part 
of system maintenance but never populated.  

 
• Discovering zeros and other suspicious values such 

as 99 or 99999.  These values are often indicative of 
coding problems in the data collection process and 
may require manual investigation. 

 
• Identifying duplicated rows and column.   Errors in 

data extraction routines often manifest themselves by 

causing rows or columns to be replicated, missing, or 
corrupted in other ways. 

 
DaVis Visualization Technique 
 

As shown in Figures 1, DaVis represents a dataset using 
reduced representation modeled after the representation developed 
in the SeeSoft software visualization tool (Eick, et al., 1992).  
This representation was also used by Xerox PARC’s Table Lens 
(Pirolli and Rao, 1996) and Visual Insight’s Advizor’s DataSheet 
(Eick, 2000).  In this representation each cell in the dataset is 
mapped to a row in the visualization with the length of the row 
encoding value of the cell.  Cells containing text and other 
categorical information are mapped to fixed-length rows whose 
color encodes the attribute value. 

 

 
Figures 1 & 2. DaVis dataset visualization technique. 

 
The images in Figures 1 and 2 show a schematic representation 

of this visualization technique.  A column in the DaVis tool 
represents each of the three columns in the spreadsheet.  DaVis 
supports tooltips.  The values of the attributes for the row that the 
mouse is touching (not shown) in the textual display at the bottom 
of the figure.  

 

 
Figure 2 DaVis visualization of a small dataset. 

 
Figure 2 shows a DaVis visualization of the 1996 light vehicle 

specification dataset.  This dataset compares a set of cars available 



in 1996 along seven attributes: Wheelbase, Length, Width, Height, 
Horse Power, and Price.  The first column of this dataset, Model 
Name, is a text string (categorical variable) that names the vehicle 
in that row.   

The visualization immediately provides “gestalt” information 
about the dataset that is useful for quickly understanding the 
dataset.  First, for example, there are two rows with missing 
values.  These rows stand out because there they contain no 
values.  The information in these rows is missing and needs to be 
investigated manually. 
    Second, DaVis identifies different categories of the qualitative 
variable, in our case the car models, and uses color to represent 
them. The different colors provide a visual segmentation of the 
dataset into groups of records of the same car model. This is one 
element of the dataset structure that is not immediately obvious 
when looking at the Excel display. 

Third, there is relatively little variation in the wheelbase and 
length of the vehicles and very little various in the vehicle widths.  
The difference shortest and longest is perhaps 20%.  Third, there 
is a large variation in horsepower and price.  The difference 
between the lowest and highest of these variables is perhaps a 
factor of three. 

Forth, we can easily detect outliers represented by the lines that 
take the full width of the column, and relations of data between 
different columns. For example, we can deduce that a car with a 
higher horse power is generally more expensive.  

 

3 VISUALIZING INCOMPLETE, INVALID & DUPLICATED DATA 
 
Finding Incomplete or Invalid Records 
A useful data cleaning task is to identify the records in a dataset 
that contain specific values, such as zeros, other specified values, 
or invalid values.  For example, zeros might indicate unpopulated 
fields or other coding and collection problems. To help analysts 
identify fields with specific values, or more generally invalid 
values, DaVis highlights them using a yellow tag. Figure 3 shows 
a DaVis visualization of corrupted version of Fisher’s Iris data.  In 
this (very simple) example five cells have been corrupted and 
intentionally zeroed.  DaVis highlights cells with zeros by 
marking them in yellow.  It is clear from the visualization that the 
corruption occurs in different columns and that no column has 
more than one value that has been modified. 
 

 
Figure 3 Cells with zeros are highlighted in yellow. 

 
Finding Duplicate Records 

Another common data accuracy problem involves repeated 
records.  Repeated records may be correct but may also indicate a 
data accuracy problem.   It is quit difficult to find repeated records 
using MS Excel, for example.  First, it is hard to see more than a 
small fraction of a large dataset in Excel.  And second, to find a 
duplicate record, the data analyst needs to specify a record to 
initiate the search. This requires some pre-existing knowledge of 
which data records are duplicated. DaVis, on the other hand, 
performs a more general search.  

To address this issue DaVis optionally highlights all duplicate 
records.  An example is shown in Figure 4.  Although finding 
duplicates is potentially an O(n2) operation, DaVis calculates this 
information at startup and caches it. 
 
 

 
 Figure 4: DaVis display of duplicate rows in the vehicle 
dataset. 
 

4 VISUAL COMPARISON OF DATASETS 
Frequently in data analysis problems, the dataset set under 

study is refreshed and there is a need to compare two datasets.  
Comparing documents and text files is a standard operation and 



solved by many variants of the diff command.  However, it is 
somewhat surprising that there does not appear to be a diff 
command for datasets.   

In data analysis problems, it is very common that the dataset 
under study is refreshed or updated in some fashion.  As an 
analyst, there is a strong need for techniques that can identify 
changes among datasets.  It is useful to know, for example, if the 
number of records has changed? Have columns been added or 
deleted? Has the order of the columns changed?  Have the data 
attributes changed?  Which data cells have changed? Is there a 
pattern in the way data is changed? 

 

 
Figure 4 DaVis showing differences between datasets 

with rows off. 
 
Figure 4 and Figure 5 show the differences between two 

datasets.  The visualization shows the original dataset on the left 
and the new dataset on the right.  In Figure 4, DaVis is set to show 
only the rows and cells that are different and has elided the 
remainder of its normal display.  In Figure 5, rows with 
differences are highlighted using color.   

The intent of the highlighting color in both figures is to encode 
the percentage difference of the changes.  We have used the Color 
Brewer system, a tool developed by Cindy Brewer (1994) to pick 
a set of colors that indicate sequential differences between 
records.  The Color Brewer system maps color hues and lightness 
to provide effective mappings for quantitative information.  The 
darker the color the bigger is the difference.   

 

 
Figure 5 DaVis showing differences between datasets 

with rows on. 
 
There are advantages and disadvantages to the representations 

for differences shown in Figure 4 and Figure 5.  By eliminating 
DaVis’ usual dataset display, Figure 4 emphasizes differences.  
Differences stand out on an uncluttered background.  Conversely, 
Figure 5 shows difference in context.  Although the background is 
somewhat cluttered, the differences are shown in context of the 
whole dataset. 

5 CASE STUDY: ANALYZING HIGHWAY TRAFFIC  DATA 
 
Let’s illustrate how DaVis works with a real example. Figure 8 

shows a display of zero values and zero records from a dataset 
containing sensor readings from over 800 sensors in the Chicago 
region capturing real time measurements of traffic speed, volume 
and occupancy (Pantheon Gateway TestBed, 2005). The amount 
of highlighted records or data values is an indication of the quality 
of the dataset.  Also, the use of color to distinguish repeated 
records or missing values gives spatial positioning of data 
corruption on the dataset  

 
 



 
  Figure 8: DaVis showing duplicates in the highway 

traffic dataset 
 
 
   Another important feature of DaVis is the visualization of data 
changes over time. In Figures 9 and 10,  a visualization of row 
and column differences of the freeway traffic data is displayed. 
The display on the left corresponds to the data transmitted from a 
traffic sensor earlier in time. We would like to know how this data 
evolves as time goes by, which in turn is an indication of the 
variation of the related traffic. By allowing for display of two 
levels of differences, we see a more refined comparison of 
discrepant records.  
   The frequent appearance of the darker green indicates 
considerable differences in traffic data.  Also, as noted in the 
display in figure 9, the darker color extends over multiple records. 
This indicates a pattern in the way data differs which could be 
analyzed further.  
 

 
Figure 9:  DaVis showing differences between 

corresponding rows in the traffic dataset 
 
    Another way of investigating differences is by comparing 
corresponding variable values in the dataset. This could help in 
understanding whether the discrepancies noted among different 

records are due to changes of one specific variable or not. In 
figure 10, the speed attribute values are compared.  Some 
overlapping of the row differences with this column differences 
are observed. This shows the effect that the change of the speed 
variable has over the general change of the traffic dataset. 
 

 
Figure 10: DaVis showing differences between 

corresponding columns in the traffic dataset 
 
In practice, we found that DaVis was not only can be used for 
visualization of differences in data sets, but also to identify 
interesting patterns and ultimately to get a better understanding of 
the structure of data variation over time. 

6 DAVIS IMPLEMENTATION 
DaVis is implemented as a Java application using Java’s Swing 

library and Java’s Graphics 2D library.  The program is about 
1400 lines of code and has evolved through four versions over the 
last year.  

When the application loads one or more datasets it pre-
processes the information so that interactive operations are fast.  
In the pre-processing step, it identifies duplicates, calculates 
sorting orders, sets up various layouts, and does other one-time 
operations.  The goal is to do enough pre-processing so that the 
interactive operations can be performed in real time with no 
perceptual delay by a DaVis user. 

7 RELATED WORK 
This section briefly discusses work related to this research. 

There are three main lines of related research.  The first involves 
applying information visualization techniques to understand data 
quality.  We are not aware of any research efforts to apply 
information visualization techniques specifically toward data 
quality.  Arguably, the closest work to visualization data quality 
involves efforts to visualize uncertainty. Uncertainty is certainly 
one aspect of data quality.   

Related work on uncertainty visualization includes Olston and 
Mackinlay’s 2002 Information Visualization paper on visualizing 
data with bounded uncertainty (Olston and Mackinlay, 2002). 
Pang, Wittenbrink and co-authors have published extensively on 
methods to visualize uncertainty in scientific data (Pang, et al., 
1997) and, in particular, have developed techniques to visualize 
uncertainty in vector fields (Wittenbrink, et al., 1996).  There is 



also a large literature on visualizing uncertainty in spatial data.  
See, for example, MacEachren (1992). 

Twiddy, et al. (1994) published an IEEE Visualization paper on 
visualizing missing data that is related to our technique.   

Our visual technique for representing a dataset follows Eick, et 
al.’s SeeSoft text visualization system (Eick, et al., 1992 and Eick, 
1994).  Other systems that use this representation include Xerox 
PARC’s Table Lens (Pirolli and Rao, 1996). 

The idea to visualize differences between files is well known.  
There are standard Unix commands such as diff and sdiff (side-by-
side diff) that are widely used.  The SeeDiff  (Eick, 1996) is a 
program for showing difference in source code.  This program 
distinguished itself by using SeeSoft reduced representation 
displays as scroll bars. 

Daniel Keim and co-authors have explored reduced 
representation visualizations of massive datasets in many papers.  
See, for example, Keim (2001). 

8 DISCUSSION AND CONCLUSION 
This paper makes five significant contributions.  First, it 

proposes the (apparently new) idea to apply information 
visualization techniques to understand data quality.  Surprisingly, 
this idea appears to be new or at least under researched.   

Second, it describes the DaVis Data Quality Visualization Tool.  
DaVis targets data accuracy and completeness.  It uses the 
SeeSoft style reduced representation to display large volumes of 
tabular data in datasets.  Although this representation has been 
used to display data before, our emphasis in this paper is on 
displaying statistical aspects of data that are interesting to a data 
analyst.  This includes displaying the distribution, highlighting 
missing values and other cell with special designated values.  This 
visual technique appears to provide a nice complement to 
spreadsheets, since it is able to display a much larger volume of 
data. 

Third, DaVis enables an analyst to see specific aspects of a 
dataset that are important for data analysis.  These include 
duplications of rows, repeated columns, and other “glitches” that 
might otherwise go unnoticed.   

Fourth, DaVis shows differences between versions of a dataset.  
In data analysis projects it is very common to want to know what 
has changed between two different datasets.  Providing a visual 
differencing capability for datasets is a significant contribution.  
In practice, we have found this capability to be exceedingly 
useful.  Actually, it is somewhat surprising this capability has not 
been developed earlier.    

Fifth, we have exercised our tool on a real data analysis 
problem involving highway data.   
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